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ABSTRACT

In tagging systems users can annotate items oEsttavith free-
form terms. A good understanding of the usage cieriatics of
such systems is necessary to improve the desigaroént and
next generation tagging systems. To this end vibik explores
three aspects of user behaviorGiteULike and Connotea two
systems that include tagging features to supportin@n
personalized management of scientific publicatidrisst, this
study characterizes the degree to which usersgreitaviously
published items and reuse tags: 10 to 20% of tlilg detivity
can be characterized as re-tagging and about 78%eafctivity
as tag reuse. Second, we use the pairwise similbatween
users’ activity to characterize the interest shmrin these
systems. We present the interest sharing distabudicross the
systems, show that this metric encodes informatimout
existing usage patterns, and attempt to correfaézdst sharing
levels to indicators of collaboration such as cavibership in
discussion groups and semantic similarity of tagabularies.
Finally, we show that interest sharing leads to implicit
structure that exhibits a natural segmentation.otighout the
paper we discuss the potential impact of our figdimn the
design of mechanisms that support tagging systems.

Categories and Subject Descriptors

H.3.4 [Information Storage and Retrieval: Systems and
Software —information networksH.3.5 [Information Storage
and Retrieval] Online Information Services data sharing.

General Terms
Measurement, Design, Experimentation.
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Tagging, tag reuse, interest sharing, random nadeh

1. INTRODUCTION

A tagging systenallows usersto associatéagsto items Such
tagging feature is commonly found in web-based content-
sharing systems (e.dlickr), social bookmarking systems (e.g.,
del.icio.us CiteULike and online social networks (e.g.,
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Facebook In these systems users generally publish nawsite
annotate them with tags, and browse and searclemonta a
website. The assignment of a tag to an item isrgdipeeferred
to as aag assignment.

Tagging is recently recognized for its potential lewerage
collaborative production of information that suppaer wide
range of mechanisms such as social search [1], and
recommendation [2], although tagging was origindligught as

a technique to improve personal content managemeAt.
necessary step towards realizing the full potemtiahgging for
mechanism design is to understand the charactsrisfi user
activity in (collaborative) tagging systems. Howevas tagging

is a relatively new phenomenon, user behavior chearatics at

the individual and social level are relatively uokm.

This paper contributes to addressing this gap amsbements
previous characterization studies [3-5] by focusiy three
novel aspectsi) item re-tagging a measure of the degree to
which users re-tag items that are already in tistesy;ii) tag
reuse a measure for the degree to which users reusg #ot
perform new annotations; anii,) interest sharinga measure
for the similarity between users with respect teirttagging
activity. In particular, this work answers the #&iling
questions:

Q1. What are the levels of item re-tagging andragse?

Q2. What are the characteristics of activity simtha (i.e.,
interest sharing) among users in these systems?

Q3. Does interest sharing relate to other indicataf social
behavior (e.g., participation in the same discusgjooup)?

Q4. What are the topology characteristics of theliait social
structure inferred from interest sharing betweenra8

The characteristics revealed by our study have tipedc
implications for the design of mechanisms that tyimplicit
user interactions such as collaborative search gL, In
particular, our analysis presents evidenceetdtively low item
re-taggingand a mucthigher level of tag reuséddditionally,
the characterization of interest sharing amongsuskows that
both item-based and tag-based interest sharingcareentrated
over a small set of user pairs.

Moreover, we show that the observed interest sbarin
distribution deviates significantly in both conceation and
intensity from that of a Randomized Null Model (R)NNhat
preserves the macro characteristics of the tagaitigity of the
systems studied but uses random tagging assignm&his
deviation underscores the existence of latent upagierns that



may offer support for optimizing mechanisms such as
personalized search, reputation, and spam detection

Additionally, we seek to understand whether usenilarity
based on items and tags relates to other indicatdrs
collaboration such as co-participation to discusgjooups, and
the semantic similarity of their tag vocabulari®ge observe
that item-based interest sharing does not correlite explicit
social behavior such as co-membershigiteULikegroups. We
believe that these findings have practical implarz on the
prediction of social behavior based on implicit iamity.

Finally, we use the interest sharing between usersfer an
implicit social structure for the tagging communityhich we
call interest-sharing graphwhere users are connected if they
have tagged the same item or used the same tagfindlVihat
users self-organize in three distinct regiosisigletons— users
with low activity and unique preferences for itemsd tags;
small components a subset of users with high similarity among
them, but isolated from the rest of the system; andiant
component — where most of the activity is conceettaand
mixed levels of interest sharing is observed.

This paper is structured as follows. The followisgction

reviews related work. Section 3 describes the srased in this
study. Section 4 presents the characterizatiomdifidual user
behavior by analyzing the item re-tagging and &gse in two
tagging systems. Section 5 contains the analysimplicit user

relationships and the characterization of intesbstring across
user pairs in the system. Section 6 investigatesctirrelation

between interest sharing and other indicators ldlgoration. In

Section 7, we present an analysis of the implimiia structure
based on the interest sharing relation and Se8timncludes.

2. RELATED WORK

To position our work in the context of related dirire, this
section is organized along three main topics: Fitspresents
previouscharacterization studies focused on tagging systems
second, it surveys projects that harness in varfouss the
concept ofinterest sharing;and, finally, it briefly surveys the
design of system support mechanisifesg.,, search and
recommendation) that could benefit from taggin@infation.

Characterization studies Given the increasing popularity of
tagging systems, the research community startestutdy their
usage patterns and to propose models that exprainpeedict
user behavior in these systems. Golder and Huberf8hn
analyzedel.icio.us— a social bookmarking tool that allows users
to share and tag URLs. They show that the relgieportion of
each tag occurrence in a given item convergestaowerand this
pattern can be modeled by the Eggenberger-Polya’shodel.

Along a similar line, Cattuto et al. [7] study tag-occurrence
patterns to understand properties of tag assonoiatithey
observe that the distribution of tag co-occurreiscgimilar to a
power law and propose a process that models thenadas tag
co-occurrence patterns based on the Yule-Simonshastic
process [8].

Other related work concentrates on the characteizaf the
utility of tagging. Chi and Mytkowicz [4], for exanie, focus on
understanding the impact of user population andesdrgrowth
on navigability in del.icio.us They use an information
theoretical framework to quantify the navigability a tagging

system. They conclude that, as the user populaiomws, it
becomes harder to find content — thus, navigahitynpaired,
because tags lose their informational value (ifee, ability to
narrow down a list of relevant items). Similarlyitbusing a
different approach, Suchanek et al. [9] study hosaningful
tags are. They quantify the semantic propertietagk and
provide a model that enables an evaluation of havehmtag
suggestions influence tagging behavior.

Our study complements these previous studies aoddas a
new take on the characterization of tagging systds study
focuses on new questions that reveal unexplorethctaistics
of user behavior at individual level (item re-taygiand tag
reuse) and at social level (interest sharing betwesers) in
tagging systems.

Interest sharing analysis A graph-centric approach is an
alternative way of characterizing tagging systemisere users
are connected by edges based on the similaritiief activity.
This approach has been used to characterize digenti
collaborations, the web, and peer-to-peer network0]. Li et
al. [11] target the problem of finding users with#ar interests
in online social networking sites. In particulahey use a
del.icio.usdata set to define implicit links between userselda
on the similarity of their tags. First, they supptire intuition
that tags accurately represent the content by sipttiat tags
assigned to a URL match to a great extent the kedsvthat
summarize that URL. Next, they design and evalaasystem
that clusters users based on similar interestsigentify topics
of interests in the community. Cattuto et al. [12fudy
Bibsonomy[13] and show the existence of small-world patern
in a tri-partite network formulation of tagging $yss. The
network connects users, items and tags in a hygengiKrause
et al. [14] also explores the topology of a taggggtem, but the
one formed by items similarity, to compare tf@ksonomy
inferred from search logs and tagging systems. rTtesults
show similarities which suggest that keywords cae b
considered as tags to URLs.

Our study differs from these previous investigagion two
aspects: First, the interest sharing characteozatbcuses on
the system-wide concentration and intensity of uséerest
sharing, as opposed to solely topological charties.
Second, we attempt to validate the shared usaesitebserved
from tagging activities by using external inforneeti such as
membership to discussion groups and semantic sityilaf tag
vocabularies (Section 6).

Mechanism design system characterization work was primarily
motivated by its potential impact on system desighus,
several studies propose to exploit characteristitstagging
systems to improve particular mechanisms. For el@mfanbe
et al. [15] suggest using the tagging assignmeetemted in
tagging systems to improve the quality of web deesc In
particular, they usdel.icio.usto improve PageRank [16] search
rankings and show that this approach improves fteshness at
the top of the ranking without sacrificing relevanc

Yahia et al. [1] propose and evaluate novel toptlerging
techniques that explore similarity among user vo&aies (i.e.,
tags used) in tagging systems. They show that réditipnal
top-k query techniques lead to efficient processatgthe
expense of prohibitive space overhead and propasesln
heuristics to regulate the space-time tradeoff.ti@érno their



approach is the construction of a network of ubased on their
activity similarity. Using a one-month long traceorh
del.icio.us they show that clustering users based on tag
similarity leads to improvements in both space amdcution
time.

Sigurbjornsson et al. [2] study tag recommendattmategies
and tagging behavior iRlickr. Their analysis of tag categories
based on WordNédata shows that tags form a wide spectrum
of categories that include location, subject desiom, and time.
The proposed recommendation strategies achievéd 9p% of
probability of finding a good tag among the topeSaommended
tags.

The present work complements these studies by girayi
evidence that tagging activity can be useful to psup
information retrieval mechanisms. For instance, rtbsults we
present on item re-tagging and tag reuse (Sec)icorfirm that
tagging systems are a good source of fresh cotdetdmpose
search results, as users are constantly discoveewgtems and
tagging them. Moreover, we present novel insighieua the
individual and social behavior of users in taggsygtems via
the characterization of interest sharing and itatien to other
indicators of collaborative behavior.

3. DATA SETS

This section describes the tagging systems anddéte sets
considered in this study. Both systems we analZigsULike
and Connotea are meant to help users organize references to
scientific publications. We chose to charactef@zULike and
Connoteain order to contribute to a broader understandifig o
tagging systems, as most of previous studies corateron the
popular yet generic systedel.icio.us Our preliminary intuition

is that a study of more specialized tagging systeinghis case,
for managing academic publications—may reveal $ocia
structures that may be harder to identify in gensystems.

In these systems each user maintaiibrary: a collection of
citation records linked to on-line articles or wagps
maintained on the publisher website. User may adgsigs to
itemsin their own library, or in other user’s librai§ the latter
is public. Tags may serve to group items, as a fain
categorization, or to help finding items in theuf [3]. The
tagging activity can be private (i.e., only therus#io generated
the activity can access it) or public. The analysissented in
the next sections concentrates on the public portd the
activity. A user can see what (public) tags othsers assigned
to an item, thus the user is able to reinforcecti@ice of tags as
appropriate by repeating the tags previously assigio that
item.

An item can be added to a user’s library (an aabfen referred
to as itemposting in three waysi) browse popular scientific
literature portals (e.g., ACM Portal, IEEE ExplqgrarXiv.org)
and use their features that automate item postingearch for
items already present in other users' libraries ahdl them to
her own library; andiji) post a new item manually.

Table 1 presents a summary of the data sets usetthisn
investigation. The data sets consist of all taggintjvity since
the creation of each community until January’09rerthan two

! http://wordnet.princeton.edu/

years of user activity for each. Th@iteULike dataset is
available directly from its website. F&@onnotea we built a

crawler that leveraggsonnotea API to collect tagging activity
since December 2004. Note that we do not have sctes
browsing records: that is, the trace contains mfdfon about
when items are posted and when an item was andotate a

given tag, but we do not know whether the tag tssequently
used by a user to navigate through the systenexample. The
data sets are ‘cleaned’ to exclude sources of ngiseh as the
default ‘no-tag’ annotations) that may affect onalgsis.

Table 1: Summary of the data sets used.

CiteULike Connotea
Activity period | 11/2004 — 01/200912/2004 — 10/2008
# Users 40,327 34,742
# ltems 1,325,565 509,311
# Tags (distinct) 274,982 209,759
# Tag Assignments 4,835,488 1,671,194

4. TAG REUSE AND ITEM RE-TAGGING

In a tagging system where users mostly introdueeiteams and
tags, efficiently harnessing information based arilective

action is difficult, if not impossible, as infornian about new
items and tags are hard to predict. Thus, undatstgnthis

dimension of user behavior can help estimating gbtential

efficiency of techniques that rely on similarity phst user
activity (e.g., recommender systems). To this ahi section
analyzes the degree to which items are repeatediyet and
tags reused. In particular, the goal of this sect®to address
the following questions:

Q1.1: What are the levels of item re-tagging arglrieuse?

Q1.2: Is most of the activity generated by retugnirsers or
by an influx of new users?

In the rest of this section, we first formalize thetricsitem re-
taggingandtag reuse Second, it characterizes the levels of item
re-tagging and tag reuse as well as the leveltbfigcgenerated
by returning users. Finally, it discusses the iggtlons of the
usage characteristics discovered.

4.1 Levels of Item Re-tagging and Tag Reuse
An item is re-tagged if one or more users tag @imdwith the
same or different terms) after it was tagged oBamilarly, a tag
is reused if it appears in the trace more than ¢ficethe same
or different items) with different timestamps. Weémato
determine which portion of the activity falls inetfe categories.

A tagging system is composed of a set of usensisitend tags,
respectively denoted by, I, T. The tagging activity is a set of
tuples(u, i, t, ), whereuT U is a user who tagged iteil |
with tagtT T at time .

Let 19 be the set of items which are tagged in a givenddzhat

is the set of all items tagged at timeuch that T d. Thus, the
level of item re-tagging during a given deyis determined as
follows:
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Tag reuse is defined in a similar way basedTbras the set of
items tagged in a given day

We determine the aggregate level of item re-taggmd) tag reuse
in CiteULike and Connoteaas expressed by the median of daily
item re-tagging and tag reuse over the entire $race

Table 2 shows that botiCiteULike and Connoteahaverelatively
low levels of item re-taggingethigh levels of tag reus@o test
whether these aggregate levels are a result oesbethavior over
time, Figure 1 and Figure 2 present the moving agern(with a
window of 20 days) of daily item re-tagging and tesuse.
Qualitatively, these results show that after a fbperiod of
bootstrapping, item re-tagging and tag reuse lenestsin stable.
Quantitatively, daily tag reuse is approximatelefitimes larger
than item re-tagging i€iteULikeand eight times i€onnotea

Table 2: A summary of average daily item re-tagging tag
reuse and activity generated by existing users

CiteULike Connotea
Re_Tagged Median 16.29 6.9%)
Items Std. Dev. 16.1% 6.8%)
Median 92.49 76.2%
Reused Tags
Std. Dev. 8.9% 17.5%

On one hand, from the perspective of personal obnte
management, the levels of item re-tagging and ¢age, together
with the much larger number of items than tagshi@ $ystems,
suggest that users exploit tags as an instrumeggtégorize items
according to topics of interest. On the other hahd, relatively
high level of tag reuse suggests that users mag lcammon
interest over some topics, but not necessarily specific items,
as the low item re-tagging hints.

A question that arises from the above observationghether the
levels of item re-tagging and tag reuse are gee@ray the same
user or by different users. We observe that vilyuabne of the
item re-tagging events are produced by the user ariginally
introduced the item to the system: generally, udersotadd new
tags to describe the items they collected and atedince.

On the other hand, as illustrated by Figure 3, als®% of tag

reuse isselfreuse(i.e., the reuse of a tag by a user who already

used it first). This level of self-reuse indicatkat users will often
tag multiple items with the same tag, a behaviarsigient with
the use of tagging for item categorization and qeab content
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Figure 3: Tag self-reuse
(20-day moving average)

management, as discussed above. In Section 5 vestigate
further the social aspect of tag reuse by defirind measuring
interest sharing among users.

4.2 Is Most of the Activity Generated by New

Users?

To understand whether the observed low level of ite-tagging
is generated by a high rate of new users joinirggdbmmunity,

we estimate the levels of activity generated byrrehg users (as
opposed to new users that join the community). féigl shows
that, after a short bootstrap period, the levetagfging activity
generated by returning users remain stable at @4t over the
rest of the trace for bo@iteULikeandConnotea(up to Jan/2008,
when it seems to have an increase in the influxef users)
Thus, the low levels of item re-tagging are not theult of a
constant stream of new users joining the commurahd

introducing new items, but the outcome of expandirigrests of
existing users.

4.3 Summary and Implications

The observed user behavior impacts the efficiericgystems that
rely on the inferred similarity among items suchresommender
systems. On one hand, the relatively low leveltemi re-tagging
suggests a highly sparse data set (i.e., if wenpttéo connect users
based on common items tagged). A sparse data Se$ pballenges
to the design of recommender systems because éswifficult to
predict future user preferences over items, as itdmmon to
recommender systems to rely on the similarity efsisfor instance,
to select recommendation candidates.

On the other hand, the higher level of tag reusefircos that
tagging has the potential to circumvent, or attledieviate, the
sparsity problem, as described above. The tagsiserd associated
to each item could not only serve to link items boidd the item-to-
item structure, but could also potentially providemantic
information about items. This information may hefipr instance,
design better citation management tools for theareh community.

Despite the sparse data set problem, the factuberts tend to
permanently add fresh content, as indicated byotlidevel of item
re-tagging, highlights that an approach similathat proposed by
Yanabe et al. [15] would be useful in a searchgbdor academic
content. They suggest considering activity fromiadmokmarking
systems such atel.iciou.usto improve the freshness and relevance
of search results produced by a search engineal®éot academic
publications, such as Google Scholar, could exphug fact to
improve the freshness and relevance of their seastlits by using
a combination of the now traditional PageRank sealgorithm
and annotations from systems likeiteULike, Connotea and
Bibisonomy



5. INTEREST SHARING

The analysis of item re-tagging and tag reuse & pihevious
section shows that virtually no item is re-tagggdtte user who
first published it. This implies that the observéevel of

re-tagging is the result dfifferentusers annotating the same item,

which we callinterest sharing

This section defines and characterizes itterest sharingin
CiteULike and Connoteawith the goal to capture the similarity
between users as implied by their tagging activityalyzing the
system-wide interest sharing is relevant for infation retrieval
mechanisms such as search engines tailored fgintagystems
[1, 17], as they exploit the similarity among usersletermine the
relevance of query results.

In particular, this section focuses on two questidrhe first aims
to characterize interest sharing in the real system study. To
complement this analysis and highlight possiblegaspatterns,
the second question demands an independent coop&@sis to
contrast the observed interest-sharing distribstion

Q2.1: How is interest sharing distributed across gystem?

Q2.2: Is the observed concentration of interestistgghigh?

Let us consideb the set of users in a tagging system. The activity

of a useny 1 U is expressed bl andT,, which are respectively
the set of items annotated and the set of tags bgag. The
interest sharing between two users, as impliechbystmilarity of
their activity, is denoted by the functiosmU " U~ A .

We explore two interest sharing functions basedtem and tag
activity, and we refer to them @sm-basedndtag-basednterest
sharing. To estimate similarity between sets we ke
Asymmetric Jaccard Similarity Ind¢%8]. We note that our use
of the Jaccard Index is not new: Stoyanovich ef5l.used the
index to model shared user interestil.icio.usand evaluate its
efficiency in predicting future user behavior. CRirolli and Lam
[19] applied the symmetric index to determine theerbity of
users and its impact in a social search settingveder, we go
one step further, as we explore the system wideachexistics of
interest sharing and the implicit social structurferred from it
(Section 6).

The item-basedinterest-sharing metrics are defined as follows

(the tag-based version is defined similarly andodeth byws):

Definition: The level ofitem-based interest sharing
between two users, k and j, as perceived by keisatio
between the size of the intersection of the twm isets
and the size of the item set of that user.

et @)
1]

Equation 2 captures how much the interests of a Ugenatch

those of another uséf, from the perspective dix, We use the
asymmetric similarity index rather than the symiuetrersion
(which uses the size of the union of the two seistle
denominator in Equation 2) because the asymmetfmition

models personal views of similarity, which are meeevant for
personalized content delivery.

w, (K, j)=

5.1 How is Interest Sharing Distributed

Across the System?

This section presents the distribution of intesdsdring between
user pairs inCiteULike and Connotea We first find that for the
item-based interest sharing, approximately 99.9%sef pairs in
CiteULike tag no items in common (i.e., share no interest an
consequently hawg, (k, j):o). In Connotea the percentage is

virtually the same: 99.8%. For the tag-based istesbaring, the
percentage of user pairs sharing no tag§(k, j) =0) is slightly

lower: 83.8% and 95.8%, forCiteULike and Connotea
respectively. Such sparsity in the pairwise usmilarity supports
the conjecture that users are drawn to taggingsystprimarily
by their personal content management needs [3tpassed to
the desire of collaborating with others.

CiteULike Connotea
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Figure 5: Distributions for item-based and tag-baseé interest

sharing in CiteULike and Connotea (for pairs of users with

non-zero sharing).

The rest of this section focuses on the remainisgy pairs that
either tag items in common or use at least onéinteagmmon. We
start by determining the cumulative probabilitytdisution (CDF)
of item- and tag-based interest-sharing for these af user pairs
in CiteULikeandConnotea

Figure 5 shows that, i€iteULike, the typical intensity of tag-
based interest sharing is higher than its item-dbasrinterpart.
More precisely, the item-based interest sharinpwger than 0.1
(w, (k, j){-; 0.1) for more than 80% of the user pairs, while the

tag-based interest sharing is lower than QN’J,.(((, j){-; 0.1) for

about 75% of the user pairs. Similarly,Gonnoteafor more than
65% user pairs item- or tag- based interest shaiadower than
0.1. This is not surprising: after all, both systemeluide two to
three times more items than tags.

The results in Figure 5 also show a relative dififee between the
distributions of item- and tag-based interest stwari This
difference suggests the existence of latent orgéiniz among
users as reflected by their fields of interest. Sidering that
CiteULike and Connotea are ultimately citation management
systems, the observed relative difference betwéenldvels of
interest sharing may be due to a large number @f pairs which
are interested in the same high-level domain (eegmputer
network$, but diverge regarding the interests over spedtib-
domains (e.g., internet routing versus firewall traversal
techniquel Thus, users are more likely to use similar thgsvn
from a vocabulary specific to the general domaindaonotating
items from different and more specific sub-domainsthe next
section, we discuss an experiment to validateirihistion.

5.2 Comparing with a Baseline
The goal of this section is to better understardiniterest sharing
levels we observe: Are they high or low? Is intestmring evenly



distributed over all users or significantly conecatéd among a
small number of them?

For this investigation, we need a comparison baskia high or
low interest sharing distribution. We opt for aemeitial of low
interest sharing, which we build as a randomized model
(RNM) [20] by simulating a tagging system that pres the
main macro-characteristics of the tagging actifiig., the number
of items, tags, and users, as well as item ancheglarity and
user activity distributions) of the systems we gtudut where
users make random tag assignments. The interashghevels in
the RNM are therefore those that would happen laycé, if two
users tagging the same item is a result of randodividual
behavior, rather a product of their common intexesdt the
interest-sharing levels or its concentration in dla¢a we observe
are significantly higher or more intense than th&gs found in
the RNM, then the underlying process from which t¢served
interest sharing emerges carries more informati@m ta random
one.

To test this hypothesis we compare the two settatf (real and
RNM-generated) in terms of the numbers of userspaith non-
zero interest sharing and the interest-sharing ity distribution.
We have used the RNM to generate five syntheticefra
corresponding to the real systems we analyze. leordst of this
section, the RNM results represent averages owefith RNM
traces. We confirmed that the five synthetic traoegresent a
large enough sample to guarantee a 95% confiderieeval for
the average interest sharing observed from the RiMilations.
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Figure 6: A comparison between the observed interesharing
(Trace) and the RNM. It is clear that the RNM devides from
the actual trace. It is worth noting that the 95% onfidence
interval for the mean is narrow on the order of+ 0.001.

The number of user pairs that share some item-bagedest
(i.e.w, (k, j) >0) is approximately three times smaller in the real

systems than in the RNM simulated ones. Tag-basestest
sharing follows a similar trend’his implies that interest sharing
(and, consequently similarity between users) isseoncentrated
in the real systems we study than in our simul&tisid.

Next, we compare the intensity of interest shaffimgthe user-

pairs that have non-zero interest. Figuner@sents the Q-Q plots
that directly compare the distributions of intersisaring levels

derived from the actual trace and those deriveah fitee simulated

RNM. A deviation from the diagonal indicates a eliince

between these distributions: The higher the poémésabove the
diagonal, the higher the observed interest-shatexgls are

compared to the interest sharing originated froma tagging

activity generated by the RNM.

These results indicate that, although the absotatees for the
observed interest sharing are low, user’'s tag esoare far from
random. For further insightFigure 6 directly compares the
average and the median of the RNM simulated intesfesring to
those observed il€CiteULike and Connotea In CiteULike, the
average and median for both item- and tag-basedesttsharing
intensity are over three times larger than thogetlie@ RNM-
generated traces. I@onnoteathe same observation is valid for
the item-based interest sharing.

We note that the only interest-sharing distributibat is close to
the one produced by the random model is G@mnnotea’stag-
based interest sharing (Figure However, there is a significant
deviation from randomness: real activity trace seathree times
fewer user-pairs that share interest than the sporeding RNM.
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Figure 7: Q-Q plots that compare the interest sharg
distributions for the observed vs. simulated (i.e.the RNM
model) for CiteULike and Connotea

5.3 Summary and Implications

This section provides a characterization of inteségring
distributions inCiteULike and Connoteaand an analysis of the
observed distributions. The latter is performedcbynparing the
interest-sharing distributions in the real systearsd those
produced by a randomized null model (RNM). The RNM
preserves the macro characteristics of the systesrinvestigate,
yet uses random tagging assignments.

The comparison highlights two main characteristitthe interest
sharing: first, interest sharing is significantlpra concentrated in
the real traces than in the RNM-generated activityjuantitative

terms, three times fewer user pairs share inteliesthe real

traces. Second, most of the time, the observedeistisharing
intensity is significantly higher than that genechty the RNM

equivalent.

The following abstract model offers a possible argkion for
these observations. Let us consider that the setgsfthat can be
assigned to an item is largely limited by the ddabpics that item
is related to. In this case, intuitively, the prbliity of choosing a
tag is conditional to the set of topics the itemeigated to. At one
extreme, the maximum diversity of topics occurs mktgere is a
one-to-one mapping between topics and tags in ybes. That
is, each tag introduces a different topic. The RBIMulates the



other extreme, a single topic that encompassesagl in the
system.

However, in real systems, the interests for eadlvidual user are
limited to a finite set of topics that is likely ttetermine the tag
vocabulary they use. This leads to a concentratibinterest-

sharing, as implied by the tag similarity, on fegeupairs, yet at
higher intensity than that produced by the RNM -behavior

observed in the real system we study.

Using the intuition of this model, we conjecturatttthe sharp
difference between the tag-basedditeULike and Connoteais
explained by a more uniform set of interest€Connoteathan in
CiteULike (an observation supported by the smaller sizehef t
user population and relatively smaller tag vocatylaAn
approach to test this conjecturei)sto model tag choices for each
item as a nested Chinese Restaurant Process [@l{alkes into
account the conditional probabilities mentioned \at)adi) to
estimate the topic structure @iteULikeandConnoteaand verify
by how much they differ. We plan to explore thisdebin the
future.

Finally, we believe that the observed divergenceveen the
observed and the RNM interest sharing distributishews that
interest sharing embeds information about userasgtinization
according to their preferences. This informationturn, could be
exploited by mechanisms that rely on implicit rielat between
users.

6. SHARED INTEREST AND INDICATORS
OF COLLABORATION

The previous section demonstrates that interestinghan the
systems we study is distributed differently thanairrommunity
modeled by an RNM that preserves
characteristics. We attempt to explain this degatifrom
randomness and turn our attention to possible ledioas
between interest sharing and other elements of hsbavior
observable in these systems. This section sumesaraur
experience in this direction by addressing theofeihg question:

Q3. Does interest sharing relate to higher-levaliabbehavior?

It is important to mention that the number of entdly

observable elements of user behavior to which we la&cess is
limited by the design of the systems themselvas,(the tagging
systems collect limited information on user atttds) and by our
limited access to data (e.g., we do not have adwessowsing
traces). OneCiteULike feature, however, is usefuCiteULike

allows users to form explicit discussion groupsstare items
among a selected subset of users — an indicatorufar

collaboration in the system. We thus explore to twtagree
interest sharing is correlated with group co-mermsibigr (and thus
with collaboration) irCiteULike

Along the same lines, we use a second externahlsiggmantic
similarity between tag vocabularies. More specificave test the
hypothesis that item-based interest sharing relaiesemantic
similarity between user vocabularies. The underlying assompti
here is that users that (have the potential toplotrate employ
similar vocabularies.

The rest of this section presents in details théhauology and
the results of these two experiments. In brief, @arclusions are:
The lack of interest sharing between two userghien they are

unlikely to collaborate (i.e., they do not partiip in the same
groups and the similarity between their vocabutaisdow).We
find, however, evidence that positive item-basederast
sharing is related to higher vocabulary similatistween users
than zero interest sharing; an indication that higtage
similarity makes collaboration possible.

On the other side, we find no statistical correlatbetween the
intensity of interest sharing and the collaboration levets a
implied by group co-membership or vocabulary sirtya

6.1 Group Membership

We first observe that only 14% of users declare beship to

one or more groups. For this section we limit ooalgsis to user
pairs for which both users are members of at least group.

Also, the analysis focuses on groups that haveammore users

(about 50% of all groups) as groups with only oseruare not
representative of potential collaboration. The gesato explore

the possible relationship between item-based istesiearing and

co-membership in one or more groups.

Let H, be the set of groups the useparticipates in. Thus, we
determine the group-based similanity(u,v) between two usens
andv using the asymmetric Jaccard index, defined dgjumation
2. Based on this similarity definition, we study ether the
intensity of item-based interest sharing betweea twers with
non-zero interest sharing (i.ev;(u,v) > 0) correlates with group
membership similarity.

We find no correlation betweem(u,v)— the item-based similarity
— and wy(u,v) — the group-based similarity. More precisely,

Pearson’s correlation coefficient is approximatdlyl2, and
Kendall's is about0.05 To put these correlation results in
perspective, we look at group similarity for twestitict groups of
user pairs: those with zero and positive interdwsring. We

the same macroobserve that, although the group information istre¢ly sparse,

pairs of users with no interest sharing are mush likely to have
a group in common than those with positive inteséstring. The
figures are only 0.6% of users with (wv)=0 have
wy(u,v) > 0.012, while 4% of the users with(uw) 0 have
wy(u,v) > 0.2)

These observations suggest that, although users isherest over
items, and may implicitly benefit from each othagging activity
(e.g., finding content of interest on each othbraiy), this may
not imply that they actively engage into explicibllaborative
behavior, such as participation to the same dis@usgroups.
Conversely, the lack of interest sharing is strgmrglated to the
lack of collaborative behavior.

6.2 Semantic Similarity of Tag Vocabularies
This section substitutes the group-based similariged in the
previous section, by theemanticsimilarity between the tag
vocabularies of the corresponding users (i.e. gtetags a user
has applied to items posted @iteULike. It presents the metric
used to estimate the semantic similarity of tagabodaries,
discusses methodological issues and, finally, pitsgfe results.

Estimating semantic similarity: In order to estimate the semantic
similarity between individual tags, we use WordNat/exical
database, which includes semantic relations betwerd senses
such as synonymy (the same or similar meaning) and
hypernymy/hyponymy (one term is a more general esaisthe
other). Different methods have been implementedyt@ntifying
semantic similarity by using WordNet. In particylar



WordNet::Similarity — a Perl module — provides & @esemantic
similarity measures [22].

For our experiments, we use the Leacock-Chodorawilaity
metric [23], as previous experiments [24], based hmiman
judgments, suggest that it performs best in capgusemantic
similarity. The metric is derived from the negatleg of the path
length between two word senses in the WordNet isi@rarchy,
and is only usable between pairs of words wherk hate one or
more noun Senses.

We define the similaritgim(t,t;) between two tagé, t,) as the
maximum Leacock-Chodorow similarity between evevgilable

noun sense df andt,. Thus, the semantic similarity between the

tag vocabularie3, andT, of two usersu andyv, as perceived by

u, is denoted byw(u,v), and determined by the ratio between the

sum over the pairwise tag similarities and the sifeu’s
vocabulary, as expressed by Equation 3 below. We that this
metric is based on the Modified Hausdorff DistafiééiD) used
by [25].

sim( . t,)

4l Tt T,
Tl

Methodological issues and limitations There are two practical
issues with the metric above. First, to avoid liggiur estimates,
if two users assigned the same tags to the same Wwe omit

them from their vocabularies, before determining Hygregate
similarity. Second, a limitation of this metric tisat it uses only
tags that have noun senses in WordNet. Tags appiied

w, (u,v) = 3)

particular, the average semantic vocabulary siitylarfor
unconnected users,= 1.20 & 0.12 — 90% c.i.), is almost two
times smaller than that for connected pajrs2.18 ¢ 0.03 — 95%
c.i.). This salient difference in the vocabularsnarity suggests
that the item-based similarity embeds informatidmowt the
“language” shared by the users to describe thesitdmy are
interested in. Finally, we determine the correlatlzetween the
between the item-based interest sharing and thevdagbulary
similarity. We find that neither Pearson’'s nor Kaelid
correlation is significant. More precisely, for ugeairs where
w;(u,v) >0, the Pearson’s r i.09 and Kendall's is -0.11.

6.3 Summary and Implications

This section takes a first step towards understandihe
relationship between the interest sharing and ebbés activity
that captures collaborative behavior. First, weklabcorrelations
between the item-based interest sharing and thepgvased
similarity. The observations indicate that althodlé intensity of
item-based interest sharing does not correlate weiiplicit
collaborative behavior, as implied by co-membersbipgroups,
user pairs that have interest sharing are moréylikeparticipate
to similar groups.

Second, we evaluate the relationship between itesedy
similarity and thesemanticsimilarity of tag vocabularies. We
discover that, although the two do not yield a PBeals

correlation, item-based similarity does embed imiation about
the expected semantic similarity between user wileaies.

These results have main implications on mechanthaisaim at

CiteULike users may be words or phrases from any language,predicting collaborative behavior, as they couldleit item-

abbreviations, or even arbitrary strings invented the user.
WordNet consists mainly of common English words.widwer,

while only 17.3% of unique tags in our data hadmeenses in
WordNet, these tags accounted for 61.1% of allitaggctivity.

In future work, we plan to explore an approach kimito

Suchanek et al. [9] to extend the coverage of tleBodary to

encompass proper names.
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Figure 8: CDF of tag vocabulary similarity for user pairs with
positive (top) and zero (bottom) interest sharing

Results:We test whether there was a significant differeinceag
vocabulary similarity between two random samplesisdr pairs:
one where all user pairs (= 500 pairs) have zero item-based
interest sharing and one with positive item-basedrést sharing
(n = 2000pairs). This analysis shows that the vocabularfeser
pairs with positive interest sharing aignificantly more similar
than those of user pairs with no interest sharFigure 8). In

based similarity to set expectations about grogedaand
vocabulary-based similarity. Moreover, one couldsilgause
deviations from observed relationship between ibaved
similarity and the two indicators of collaboratiieehavior
presented here to detect malicious user behavior.

7. ANALYZING THE IMPLICIT SOCIAL
STRUCTURE

This section uses the interest-sharing relatiortard®En users to
construct an implicit social network and to studys i
characteristics. The implicit social structurengrmally defined
as theinterest-sharing graphwhere two users are connected if
they tagged the same item or used the same tggrticular, this
section addresses the following question:

Q4: What are the topology characteristics of thamit and tag-
based interest-sharing graphs?

Theinterest-sharing graplis a data structure inspired by the data
sharing-graph introduced by lamnitchi et al. [16]study how
people share interest in data on the web and in-tpegeer
systems. We define the interest-sharing graph diseated graph
whose nodes represent users. Users are connedisid graph if
their interests are similar. Tlietensityof shared interest between
two users, as defined in Equations 3 and 4, detesnihe edge
weights. Naturally, we investigate two types ofeneist-sharing
graphs: item-based and tag-based.

The item-based interest-sharing graph is a diregtagh defined
asG = (U, E, w), whereU is the set of nodes that corresponds to
users,w; is the edge weight function artel the set of directed



edges, is formally denoted b¥ :{(uk'uj }Wu (uk,uj)> O}. The
tag-based interest-sharing graph is defined siyilar

Note that the existence of

(uou,)T EO {u;,u )T E.

(Equations 3 and 4) is determined by the source raodi can be
different for each direction.

an edge is symmetric:
However, the edge weight

In the context of tagging systems such @geULike and
Connotea a similar interpretation is possible, where thekesses
of users co-exist: first, the users who are intetkén a large set
of topics, which, given the definition of the ingst sharing graph,
implies an increased chance to connect to moresusecond, the
users focused on a specific topic which are ldsdylito join a
larger community; and, finally, users who areliegted in rather
unique items or using personalized tags, hencé&elnlito have

Segmentation: Figure 9presents the percentages of nodes in each activity similar to that of other users.

region of the graph. The first observation is ttia item-based
interest-sharing graphs for ba@liteULike andConnoteaare highly

segmented, with a massive number of singleton naddsa set of
small components and one giant component. Thisatefla set of
users organized in several clusters with disjoirierests. More
importantly, it shows that there is a large seusdrs withunique

interests over the set of items they consume.

The segmentation of the topology for thg-basednterest-sharing
graphs is less pronounced with a smaller numbsingfeton nodes
and connected components. This indicates that thamgh user
interests are diverse in terms of items, userssiredar tags to
annotate their items of interest.

To better understand the relationship between astérity and the
topology of the interest-sharing graph, we deteentive percentage
of activity produced by singleton users compareth&rest of the
network. The activity produced by the singleton edccounts for
approximately 20% of item activity ilCiteULike and 11.3% in
Connotea This indicates that by narrowing the study to sider
only the nodes with degree one or higher (as wie thee rest of this
section), we are also considering the largest qrouif user activity
in both systems.

Analysis: The observations discussed above corroborate with

previous results on the evolution of the structfrenline friendship
networks. In particular, Kumar et al. [26] showttkize friendship
network inFlickr andYahoo! 360are formed by a giant component,
which is orbited by smaller components and isolatedes. Kumar

et al. argue that a possible explanation for thergemce of such
structure inFlickr, for example, can be obtained by modeling three
types of users that differ in thdinking strategies: first, there are
users who actively reach out to other users bytingelinks; second,
there are users who are more conservative on girnkirothers; and,
third, there are users who do not create linkdlat a

O Singleton nodes @ Largest Component B Other Components
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Figure 9: The percentage of nodes that are found ieach of
three structural regions of the graph: singletons,largest
connected component, and other components

Summary and Implications: The main result of this section
shows that the item-based interest structure is hmoore
segmented than its tag-based counterpart. Whilet mbshe
current tagging-based tools offer social browsirgy,(discovering
users with similar interests) via shared items,oaBjecture that
the lower segmentation of tag-based interest spaalfows for
content discovery and, at least in citation managgnsystems,
could benefit from aag-based social browsingterface. The
idea is to allow users to navigate through eackrsthbraries via
tag-user association, as opposed item-user association. The
graph structure discussed above implies that wsewd be able
to reach many more users if they navigate base@gsimilarity
than on item-similarity.

8. CONCLUSIONS

In this work we analyzed user behavior characiesisat the
individual and aggregate level in tagging systehasthis end, we
studied two tagging systemsCiteULike and Connotea and
focused on three aspects of these systérigeem re-tagging a
measure for the degree to which users re-tag tmasitalready
existing in the systenii) tag reuse a measure for the degree to
which users reuse a tag perform new annotatiords;iigninterest
sharing a measure for the similarity between users vétpect to
their tagging activity. Our main observations anenmarized as
follows:

1.The characterization of item re-tagging and tageesuggests
that the individual need for organizing contentaistronger
motivation for tagging than collaborating with otketo
categorize it.

2.The distribution of interest sharing across thetesys (and
consequently similarity between user's activitiesp
significantly more concentrated than that of a esystith the
same macro characteristics yet where random
assignments are used. This highlights the existente
information in the tagging activity and the factaththis
information is not lost by our proposed interestréiig metric.
Mechanisms to support tagging systems such as rpdized
search and malicious content detectors may be tabéxploit
this information.

3.0ur attempts to uncover possible correlations betwigem-
based similarity and external indicators of collation
between users (e.g., group co-membership) havedmeaults.
While we find evidence thatck of item-based similarity is
related to thdack of collaboration we do not find a statistical
correlation between thantensity of interest sharing and the
collaboration levels.

4.Finally, we find that the structure of interest sh@ is highly
segmented, which suggests that user populationosgénize
into clusters of interests.

The implications of these results relate to: récommender

tagging



systems— as the sparsity of user similarity demand more [7] C. Cattuto et al. "Semiotic dynamics and collaboeat

sophisticated techniques to achieve better precisiod recall
results; ii) malicious user detection -as spam detection
mechanisms, specially tailored for tagging systenmyld use
deviations from the interest sharing charactedstid a non-
malicious user population to detect malicious usii)ssupport
for collaborative behavior asthe information embedded in the
interest sharing metric can still be harnessedoif to predict
collaborative behavior, at least to prune out thikely one.

Future work: i) Activity traces Traces limit us to a particular
analysis — similarity-based on explicit activityn possession of
click traces we could make a more comprehensivdysisaof
interest sharingji) Static graph While we use static interest-
sharing graph, it would be interesting to geneeatize interest-
sharing graph definition into a temporal graph, whedges are
considered as a function of time. This would be fuls¢o
understand a potential “decay factor” of interdsirs1g between
users, which has obvious implications to the grsfpacture, and
therefore to mechanisms that rely oniii)y Semantic similarity
only considers noun senses present in WordNet future work,
however, we could exploit a combination of Wordlsdatl YAGO
— a dictionary that contains commonly used proenes.

Apart from solidifying the results we presentedehiey addressing
the limitations above, there are two main directiave plan to
explore: first, to investigate whether existing geative stochastic
models could explain the emergence of the obseimtgtest

sharing patterns; and, second, to assess the it observed
behavior on the efficiency of existing mechanisiat tsupport
tagging systems, such as malicious user detection.
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