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ABSTRACT

The analysis of data usage in alarge set of real traces from a high-
energy physics collaboration revealed the existence of an emergent
grouping of files that we coined “filecules’. This paper presents
the benefits of using thisfile grouping for prestaging dataand com-
pares it with previously proposed file grouping techniques along a
range of performance metrics. Our experiments with rea work-
loads demonstrate that filecule grouping is a reliable and useful
abstraction for data management in science Grids; that preserving
time locality for data prestaging is highly recommended; that job
reordering with respect to data availability has significant impact
on throughput; and finally, that arelatively short history of tracesis
agood predictor for filecule grouping.

Our experimental results provide lessons for workload model-
ing and suggest design guidelines for data management in data-
intensive resource-sharing environments.

Categories and Subject Descriptors

H.3.4 [Information Storage and Retrieval]: Systems and Soft-
ware—distributed systems

General Terms
Experimentation, Measurement, Performance.

Keywords

Filegrouping, science grids, trace analysis, datamanagement, caching,

job scheduling.

1. INTRODUCTION

The importance of data staging for data-intensive collaborations
in well accepted: much of today’s science is supported by inter-
national collaborations among tens or hundreds geographically re-
mote institutions that produce, analyze, and exchange Terabytes of
data per day. Staging data locally is thus paramount for efficient
access to data.
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Itiswell acknowledged that scientific applications often process
multipleinput files[3, 36], yet, few studies[23, 16] provide aquan-
titative characterization of this pattern in scientific workloads. In
addition, efforts to provide benchmarks for Grid workloads [27,
29, 28] have been challenging due to the scarcity of availabletraces
from mature Grid communities, the diversity of Grid applications,
and the heterogeneity of software middleware platforms currently
deployed.

Thislack of evidence in usage characteristics has severa signifi-
cant outcomes. First, resource management solutions (such as data
prefetching, job and data-transfer scheduling) are designed for and
evaluated on synthetic workloads whose accuracy of modeling the
real world is difficult to judge. Second, quantitative comparison of
different solutions to the same problem becomes impractical due
to different experimental assumptions and independently generated
synthetic workloads. And third, solutions are designed in isolation,
to fit the particular and possibly transitory needs of specific groups.

In an attempt to aleviate this problem, we use real traces from
a scientific daterintensive community and try to infer lessons that
can be applied to data management in grids in different domains
with data-intensive activities. This effort is part of a more general
research approach that aims to exploit patternsin real user tracesto
design better techniques for resource management [26, 24].

This paper presents our experiments with various staging tech-
niques for groups of files using real traces from a production-mode
data-intensive high-energy physics collaboration, the DZero Exper-
iment [1], hosted at Fermi National Accelerator Laboratory (Fermi-
Lab).

The contributions of this paper are:

e A set of recommendations for workload modeling for data-
management in science grids based on our experiments with
real traces. We acknowledge that one set of real traces can-
not provide a workload model general enough to fit other
domains and diverse applications. However, it is enough to
prove that generalizing previously accepted patterns (such as
file sizeand popul arity distribution) from systems such asthe
Web or filesystems is not appropriate.

e A set of design recommendations for data staging for dis-
tributed collaborations, such as preserving time locality and
enforcing the role of job reordering.

e Our previous analysis of the DZero traces showed the exis-
tence of filecules [fil’-eh-kyul’], that are groups of files al-
ways used together in data processing jobs. We show that
a simple and well-understood caching agorithm (i.e., least
recently used) that uses filecules has significant advantages
over more sophisticated caching techniques. We identify the



property of the traces that leads to this performance differ-
ence and make a set of recommendations for accurate work-
load modeling.

e An implementation and comparison of previously proposed
caching mechanisms to quantify the relative benefit of each
solution on real traces. Wetook the trouble of implementing
previously proposed solutions to better understand them and
accurately compare them with other approaches on the set of
real traces available for our study.

This paper is structured as follows. Section 2 gives an overview
of thefilegrouping identified in and briefly presentsthe characteris-
tics of the DZero traces. Section 3 describes the ssmulator we built
and the set of data management algorithms implemented. Experi-
mental results are presented in Section 4 as a set of lessonsinferred
from our study. Section 5 reviews related work on file grouping and
techniques for data management that consider file groupings. Fi-
nally, Section 6 summarizes our results and describes future work.

2. FILECULESIN DZERO

This study is motivated by the identification of emergent file
groups in the DZero traces [23, 16].

Filecules[fil’-eh-kyuls'] wereintroduced in [ 23] as digoint groups
of files characterized by simultaneity of access. Inspired from the
definition of molecules, we defined a filecule as an aggregate of
one or more files in a definite arrangement held together by spe-
cial forces related to their usage. We thus consider afilecule as the
smallest unit of data that still retainsits usage properties. We allow
one-file filecules as the equivalent of a monatomic molecule, (i.e.,
asingle-atom as found in noble gases) in order to maintain asingle
unit of data (instead of multiple-file filecules and single files).

Formally, a set of files f1, ..., f» form afilecule F' if and only if
Vfi,fi € FandVF' suchthat f; € F’, then f; € F'. Properties
that result directly from this definition are:

1. Any two filecules are digoint.
2. Afilecule has at least onefile.

3. The number of requests for afileisidentical with the number
of requests for the filecule that includes that file.

4. Thelifetimeof fileculesisthe same as of thefilesit includes.
Moreover, al files in a filecule have the same lifetime. In
this article, we define the lifetime of a file as the interval
between the first and the last request for that file as seen in
our workloads.

The identification of filecules does not require a priori knowl-
edge about the type of data processed. Instead, filecules are identi-
fied at run time using historical information about simultaneous ac-
cess to multiplefiles. The remainder of this section briefly presents
the DZero workloads used in our experiments and the main filecule
characteristics with direct impact on data staging.

2.1 TheDZero Workload

The DZero Experiment [1] is a virtual organization consisting
of hundreds of physicistsin 70+ institutions from 18 countries. It
provides a worldwide system of sharable computing and storage
resources used for extracting physics results from several Petabytes
of measured and simulated data [34, 51].

The studies presented in thisresearch use file access traces recorded
between January 2003 and March 2005. Thisworkload, referred in
this article as "DZero workload", contains information about the

jobs submitted by the DZero community and the data files used as
input for these jobs. The workload consists of detailed access in-
formation to 996,227 files processed by 113,062 jobs submitted by
499 users over the 27 months of the workload. File information
includes the files that have been requested with every job and their
size. Detailed analysis of the workload is described in [16].

2.2 Filecule Characteristics

File groupings such as filecules can be efficiently used for data
staging or caching. Since often times jobs need to process al in-
put files at once, storing files that are likely to be used together
at the same storage location may improve job turnout or guide
job scheduling. A set of data and access characteristics (such as
size and popularity) affect significantly the performance of resource
management algorithms. Various workload models have been pro-
posed, typicaly generalizing models from other systems: for ex-
ample, the Zipf distribution of web page access has been consid-
ered the de facto model for data access distribution. Similarly, the
log-normal file size distribution inferred from evaluation of differ-
ent file systems (Windows and Unix) seems aintuitive model to be
used in synthetic workload generators for the Grid.

Our analysis of the DZero traces infirmsthisintuition. In partic-
ular, we discover that:

e at the scale of scientific data files, file sizes are artificially
limited to the maximum file size supported by the filesys-
tem. Thisfact distorts the file size distribution in unexpected
ways.

e the science community exhibits a different file popularity
distribution than the Web. In particular, the interest in files
seems more uniformly distributed.

Table 1 presents statisticson size, popularity and lifetimefor files
and filecules.

2.2.1 Size Distribution

Figure 1 showsthe distribution of the number of filesper filecule:
about 56% are one-file filecules.
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Figure 1: Number of filesper filecule

Figure 3 showsthefilecule size distribution, ranging from 15.7 TB
(or 18,326 files) for the largest filecule to 23.5 KB for the smallest.
About 5% of the filecules are above 15 TB. All the 2,264 files of
sizelessthan 23.5 KB have been grouped into filecules. The largest
filecule size is about 8,000 timesthe largest file size.

Log-logistic distribution with parameters mentioned in Figure 3
best fits filecule size distribution. This contradicts the log-normal



Table 1: Statisticsof size, popularity and lifetimefor filesand filecules

Property Minimum | Maximum Mean Median | Standard Deviation
Filesize 234 bytes 1.98GB | 0.3859 GB | 0.3773GB 0.3230 GB
Fileculesize 23KB | 16,051 GB | 3.9859 GB | 0.9419 GB 54.5137 GB
File popularity 1 996 12 3 25
Filecule popularity 1 996 411 30 50
Filelifetime 15secs | 27 months 4 months 1 month 5 months
Fileculelifetime 15secs | 27 months 8 months 7 months 5 months
size distribution of data observed in [17] and [12]. The difference
between log-normal and log-logistic distribution is that the log-
logistic has a fat tail (larger number of large files). The curve of
alog-logistic distribution increases geometrically with small val-
ues, flattens in the middle and decreases slowly at high values.
2.2.2 Popularity Characteristics
Popularity of file or filecule is measured as the number of times
afile or filecule has been requested. and is particularly relevant for
10 [ menai predicting caching performance.
° P
o i i i i i fmcmup\ei
E 10 10%F
OU 0.2 0.4 06 DBF”e sizé (by‘eS;.Z 14 16 18 . 1052 %_

Figure 2: File size distribution per data tier. Each data tier
containsfiles generated as aresult of various types of data pro-
cessing.
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Figure 3: Filecule size distribution
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Figure5: Filecule popularity vs. rank

Figure 4 shows the file popul arity distribution. The most popular
file was requested by 996 jobs (34 unique users). About 30% of
the files have been used by only one job (file popularity =1). The
rank for the median file popularity (3 jobs) is 700,000, i.e., about
30% of the total number of files (997,227) are requested only by
one or two jobs. 6.5% of the total number of files (65,536 files or-
dered by file popularity) account for 45% (5,247,549 requests) of
total requests (11,568,086 requests). Thisis similar to the obser-
vation in [9] where a small set of files account for majority of the
requests. Only 4 files are highly popular with a file popularity of



996. The popularity distribution is heavy tailed (Figure 4) simi-
lar to observations in [25] and [7]. Also, the distribution does not
follow the Zipf observed in [47], [4], [14] and [7].

Figure 5 shows the filecule popularity. Thereisonly one filecule
with maximum popularity observed. The generalized Pareto distri-
bution fits best the filecule popularity data. The filecule popularity
is not as heavy tailed as file popularity because files with less pop-
ularity group better into filecules than the very popular files. This
issimilar to the discussion in [5], which mentions that there might
be a few more popular files which will be used along with alot of
different file sets. Hence, when trying to identify disoint groups of
files, these files remain single rather than form groups.

2.2.3 Lifetime Characteristics

Defined as the time between the start time of the first job that
reguested afile and the end time of thelast job that accessed it inthe
workloads analyzed, lifetime suggests how long data is worthwhile
storing in cache.

Figure 6 shows the filecule lifetime distribution as an extreme
value distribution with shape parameter (k)=—0.1539, scale param-
eter (sigma)=3,649.1 and location parameter ()=4,612. In the
Windows filesystem the lifetime was shown to be hyperexponen-
tial [17]. More than 70% of the filecules (equivalent to 35% of the
files) are active after 5 months, while about 5% (which include 30%
of thefiles!) of filecules become inactive after a day.
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Figure 6: Fileculelifetimedistribution

40% (396,341) of files have lifetime shorter than one week. Me-
dian file lifetime is 712 hours (1 month). About 35% of the files
have a lifetime greater than or equal to 5 months. This is similar
to the observation in a web proxy workload [7], where 20% of the
files were active after 5 months. 294,355 (30%) files have a life-
time of less than or equal to aday (24 hours). This number is less
than the ones mentioned in [7] which reports 50% of inactive files
on the next day. Thisindicates that the filesin DZero have longer
lifetimes than those observed in the Internet. This can influence the
effectiveness of caching. On average, 4.54 TB of distinct data is
reguested each day. 30% of this data becomes useless on the next
day and 70% of the datais till active. In order for a cache to be ef-
fective, it needs to retain around 70% of the data from the previous
day. This shows that any cache size that is less than 3.5 TB (70%
of 5 TB) will not be enough to take advantage of temporal locality.

3. EXPERIMENT DESIGN

The main objective of our experiments is to understand the im-
pact of real traces on data staging for data-intensive scientific pro-
cesses. Along the way, we are interested in eval uating the potential

Table 2: Data management algorithms tested.

Algorithm Caching | Scheduling | File grouping
FileLRU LRU FCFS None

Filecule LRU LRU FCFS Optimal Filecule
GRV GRV GRV GRV
LRU-Bundle LRU GRV None
Filecule-LRU-Bundle | LRU GRV 1-month Filecules

of filecules for data prefetching and to comparing it with other rel-
evant techniques.

This provides a set of lessons in two important directions. First,
our experience with real traces can inform the design of future data
management techniques for data-intensive scientific collaborations
from different domains. Second, our results suggest arange of real -
istic and relevant parameters for modeling and generating synthetic
workloads adapted to the particularities of a specific application
domain.

Tothisend, weimplemented aset of data staging and job schedul-
ing algorithms (presented in Section 3.1) in a simulator described
in Section 3.3. The experiments were performed using the DZero
traces and evaluated based on the performance metrics presented in
Section 3.2.

3.1 Cache Replacement and Job Scheduling
Algorithms

In the context of Grid resource management for data-intensive
applications, it has been shown that data staging and job scheduling
work best together for higher job throughput and lower communi-
cation costs. We thus experiment with combinations of two data
staging and two job scheduling techniques.

Thefirst data staging algorithm isthe well known Least Recently
Used (LRU) cache replacement algorithm, a smple and well un-
derstood algorithm that is widely used in practice (for example, it
isused in DZero). We test LRU in the classical form with files as
data granularity and no prefetching. In addition, we add prefetch-
ing based on filecule grouping: when afile that is not in the local
storage is requested, the filecule to which the file belongs will be
prefetched and the least recently used filecules will be evicted to
make room, if necessary.

The second staging algorithm is Greedy Request Value (GRV),
proposed by Otoo et d. in [37, 39, 38]. In GRYV, files are staged
based on a request value that captures historical usage information
such as file popularity, normalized size, and other parameters de-
scribed below.

The two scheduling algorithms used are First Come First Serve
(FCFS) and the one proposed by GRV, where jobs are scheduled
in the decreasing order of their request values (details below). In
FCFS, jobs are scheduled in the order they are submitted; data
prefetching decisions are thus informed by the data needs of the
first job in queues.

Two file grouping techniques are compared: filecules and the
grouping emergent from the cache membership implied by the GRV
prefetching technique. The algorithms implemented and compared
in this paper are summarized in Table 2.

The Greedy Request VValue (GRV) algorithm combines cache re-
placement with job scheduling with the purpose of taking advan-
tage of current cache content by reordering jobs such that the jobs
with most data aready in the cache are preferred. In GRV, each
file f; requested is assigned a relative value vy, based on its size



s(f:) and its popularity n(f;)(Equation 1). Each job is assigned
arelative value V;. based on the popularity n(r) of its set of input
files r and the relative values of the filesin » (Equation 2). Jobs
are scheduled in a priority scheduling manner with higher priority
associated to jobs with higher relative value V..

_ s(fi)
vf; = n(fz) D
V. _n(r) @

= N
vai
i=1

In GRV data is prefetched as needed to support the execution
of the jobs with highest priorities. Asin al experiments presented
here, we assume infinite computational resources: therefore, jobs
are only delayed due to storage constraints. Data used by ajob is
maintained in cache during the entire job execution (job execution
times are provided in the DZero traces). If no jobs are in queue, the
files with the highest relative values are prefetched.

Therefore, the data staging algorithm in GRV selects the files to
be prefetched or maintained in the cache based on their size and
popularity information. Filecules, in contrast, respond only to the
inter-file relationships as observed from access patterns. size and
popularity are ignored, but membership to the same data input is
recorded and exploited.

The GRV scheduling component requires the re-evaluations of
all request values when a new job enters the queues. Job queue
freezing can be used to limit the computational overhead, therisk of
job thrashing, and starving: anew job that arrives at the queue waits
until @l the jobs in the frozen queue have started to run. Queue
freezing al so takes advantage of the temporal locality characteristic
in the workload. We implemented queue freezing in LRU-GRV
and GRV with 1000 jobs as the freezing threshold (a somewhat
arbitrarily chosen value that approximates the average number of
jobs submitted per week in the DZero workload).

We propose acombination of LRU cache replacement with GRV-
based job reordering that we refer to LRU-Bundle. A version that
adds filecule-based prefetching (Filecule-LRU-Bundle) is also an-
alyzed. We will show that the LRU-Bundle combination is highly
efficient, asit takes advantage of workload characteristics (time lo-
cality) while making good use of the cache status (via GRV job
reordering).

3.2 Performance Metrics

The traditional metric used in evaluating cache replacement al-
gorithms is byte hit rate. However, when prefetching data from
remote storage, the volume of data transfered is an important met-
ric for evaluating performance. Other metrics of interest are job
waiting time and the computational overhead involved in job re-
ordering.

In our experiments, we measure the following:

(1) Byte hit rate indicates the percentage utilization of the content
of the cache.

(2) The percentage of cache change is a measure of the amount
of datatransferred to the cache in order to run ajob. For cache re-
placement algorithms that do not involve data prefetching, byte hit
rate is enough to account for both data transfers and cache utiliza-
tion. For algorithms that involve data prefetching, both percentage
of cache change and byte hit rate needs to be measured. A better
cache replacement algorithm has higher byte hit rates and lower
percentage of cache change. We measure the percentage of cache
change as the percentage of the difference in bytes in cache before

and after the cache is updated to accommodate the next job.

(3) Job waiting time indicates how long ajob spends in the wait-
ing queue between submission and the time it has all the data avail-
able on the local storage. We ignore the data transfer time both for
simplicity and to better isolate the performance of the algorithms
we evaluate. Because we assume infinite computing resources, the
job waiting timeis only affected by job reordering and storage con-
straints.

(4) Scheduling overhead can be represented as the number of
computations performed to make a scheduling decision. FCFS has
no scheduling overhead. GRV-based scheduling overhead depends
on the number of jobs in the waiting queue and the number of input
files of each job.

3.3 Simulator Implementation

Our experiments are simulations of disk caches using real work-
loads from the DZero Experiment. In all cases, we consider infi-
nite computation resources, which allows us to isolate the effects
of storage constraints from those of CPU constraints. This assump-
tion is also realistic for many data-intensive scenarios, where data
management component is the bottleneck. We implemented the al-
gorithmslisted in Section 3.1 and compared them using the metrics
listed in Section 3.2.

The DZero workload is accessed from a MySql database. The
workload consists of two sets of information: information about the
start time and end time of each job and information about the list of
files requested by each job. The simulator is a Java program con-
sisting of 3,500 lines of code which connects to the MySql database
using JDBC. The input values to the simulator are the size of the
cache, the cache replacement algorithm and the job scheduling al-
gorithm. When not specified otherwise, the simulations were run
on the entire workload.

A job run and, in turn, data transfers can be triggered by two
events: ajob arrival or ajob completion. When the total size of
data requested by ajob exceeds the cache size, the job isignored.

Simulations were run for 6 different caching algorithms with 5
different cache sizes leading to 30 different runs. For calculating
the optimal set of files to be loaded into the cache for the GRV
algorithm, the history of jobs from the previous 1 week was used.
The average run time for each smulation is around 6 hours on a
Pentium |1 Linux machine with 2 GB memory.

4. LESSONS FROM EXPERIMENTAL
RESULTS

We structure our presentation and discussion of experimental re-
sults along the lessons learned from this effort. Along the way, we
will present the performance of the algorithms tested on the DZero
traces in terms of byte hit rate, percentage of cache change, com-
putational overhead, and job waiting time.

4.1 Lesson 1. TimeLocality

Thefilecule definition preserves the timelocality of file accesses
because the files in a filecule (by definition) are requested by the
same data processing jobs. Other file grouping techniques may give
more weight to other criteria, such as the relative size of afile and
its popularity. What is the effect of such alternatives?

In the following we compare two data management metrics rel-
evant when prefetching groups of files. The first is the traditional
byte hit rate and shows the benefits of datastaging. The other isper-
centage of cache change and quantifies the staging costs in terms
of datatransfer.

Figure 7 presents the byte hit rates of al the algorithms for dif-
ferent cache sizes. Filecule LRU has the highest byte hit rate for
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Figure 7: Average byte hit rate. Cache sizes correspond, in
increasing order, to 0.3%, 1.3%, 2.6%, 6% and 13%, respec-
tively, of thetotal amount of data accessed.

Table 3: Stack depth analysis: statistics

Measure Value
Maximum 946,600
1 percentile 85
10 percentile 960
50 percentile (Median) 12,260
90 percentile 90,444
Standard Deviation 79,300

all cache sizes. Thisisan upper bound for filecule prefetching be-
cause the filecule used are optimal, obtained by analyzing the en-
tire workload. In Section 4.2 we present the low impact on filecule
accuracy (and thus on resource management performance) when
using limited history information.

For cache sizes up to 10 TB the benefits of prefetching are evi-
dent, since File LRU has lower byte hit rate than GRV and LRU-
Bundle. However, for the larger cache sizes of 25 TB and 50 TB
(accounting for 6% and respectively 13% of the workload size),
the simple LRU cache replacement algorithm with no prefetching
and no job reordering outperforms GRV. Because of the overhead
introduced by GRV, a dight performance advantage from a simple
algorithms as LRU deserves an explanation.

It turns out that the explanation isthe old truth of timelocality. A
stack depth analysis [8, 2] on the entire set of DZero traces shows
that all stack depths are smaller than 1 million (Figure 8), which
is less than 10% of the total number of file accesses. Strong tem-
poral locality is represented by small stack depth (defined as the
number of memory accesses between consecutive accesses to the
same memory location). In Figure 8, the thick dark band close to
the X axis indicates a large number of small stack depths. Table 3
presents the relevant statistics.

The unexpected better performance of LRU compared to GRV
is due to better representation of time locality in LRU. For 25 TB
and 50 TB caches, only 6.15% and 13.84% of the stack depths are
higher than the average number of jobswhose average datarequests
can be stored in the cache (see Table 4).

Table 4 shows the number of files that can be accommodated
in each cache size and the percentage of stack depth accesses that
are greater than the number of files that can be accommodated.
The DZero workload contain 996,227 files whose sizes add up
to approximately 375 TB. We obtained the fraction of the num-

Stack Depth Accessed

File Access

Figure8: Stack depth analysis of file requests.

Table4: Estimation of the caching performance based on stack

depth analysis.
Cachesize | Average#of | % of requests
(TB) | filesin cache not fitting
50 132,830 6.15
25 66,415 13.84
10 26,566 31.83
5 13,283 48.40
1 2,656 76.80

ber of bytes that can be accommodated in each cache size (cache
size/375 TB), and used this fraction to cal culate the number of files
that can be accommodated in the cache. The number of files that
can be accommodated for all cache sizes, with the exception of
1 TB, is greater than the median stack depth accessed.

On average, 100,201 distinct files are accessed per month in the
traces studied. Figure 8 shows that most of the stack depths are less
than this average and the 90th percentile is 90,444. This indicates
that most of the files are accessed again within a month.

Figure 9 shows the average percentage of cache change for the
cache sizes considered. As now expected, the average percentage
of cache change is the lowest, and thus best, for the LRU-Bundle
algorithm for all cache sizes. GRV has large cache changes for all
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Figure 9: Average percentage of cache change for different
cache sizes
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Figure 10: Percentage of Cache Change for Cache Size of
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1000 and GRV = GRV-1000

caches sizes except at 1 TB, where File LRU and Filecule LRU
have higher cache changes.

4.2 Lesson 2: Filecule Grouping and
the Impact of History Window
on Filecule I dentification

Filecules are the result of an emergent pattern influenced by data
content and user interests. Inthe current definition, in which filecules
are digoint, identifying them is easy to implement and has rela-
tively low overhead. However, amorerelaxed definition of filecules
that would allow overlap might turn out more flexible and adaptive
(andisin our plans for the future).

Filecule prefetching, as shown in Figure 7 exhibits high byte hit
rate compared with the more elaborate GRV algorithm. However,
in these experiments we considered optimal filecules, that is, iden-
tified from the entire set of traces. This evaluation is optimistic, as
it assumes knowledge of the future. How does shorter trace his-
tory affect the accuracy of identifying filecules and what are the
penalties for staging approximate filecules?

We note that the longer the history available for identifying the
filecules, the smaller the filecules resulted. This is because, since
filecules are defined as groups of files that are aways requested
together, new file requests can only break such a grouping by re-
questing only a subset of itsfiles. A too short request history can
thus suggest file groupings larger than needed: larger amounts of
datawill be prefetched and only part of it will be of useto futurere-
quests. The two performance metrics that are most relevant for this
study are byte hit rate (as a measure of benefits) and percentage of
cache change (as a measure of penaltiesfor predicting a potentially
too large set of related files).

We thus evaluate the following:

e since File LRU does not waste any unneeded communica-
tion, we compare the percentage of cache change when using
filecules identified from the most recent 1-month history and
when using file LRU (thus, no prefetching).

e we compare the byte hit rate and percentage of cache change
between LRU with optimal filecules and LRU with 1-month
history filecules.

¢ we compare the effect of history length on the accuracy of

Difference in byte hit rate (%)

Figure1l: Differencein bytehit rate between filecule L RU with
optimal filecules and filecule LRU with 1-month history win-
dow. Filecule LRU with optimal filecules has higher byte hit
rates for 5,357 jobs (14.9% of the jobs considered). Filecule
LRU with 1-month window has higher byte hit rates for 985
jobs (2.5%). Equal byte hit rates observed for 83.5% of the
jobs (32,223 jobs).

filecule identification by evaluating the performance of LRU
with filecules identified based on 6 months of history.

Asexpected, our experiments show that the byte hit rate of Filecule
LRU using 1-month window is higher than that of File LRU (thus,
no prefetching) and lower than that of Filecule LRU using optimal
filecules (Figure 11). The former observation is simply due to the
benefits of prefetching. Thelatter isexplained by the fact that afile
that has never been requested in the 1-month history might be rec-
ognized as part of afilecule based on the entire workload, and thus
initiate a staging operation in the case of optimal filecule LRU. Un-
expectedly, there are cases where the 1-month filecul es have better
hit rates than the optimal filecules. We explain this behavior by
temporal locality in file relationships that suggest shorter history
windows may better preserve information.

The percentage of cache change per job when using File LRU
and Filecule LRU with optimal filecules is the same (as nothing
other than what is needed is ever transferred to the cache). Fig-
ure 12 shows the difference between the percentage of cache change
between Filecule LRU using 1-month window and optimal Filecule
LRU. The difference in percentage of cache change is not substan-
tial: 86% of the jobs have equal cache change, and 8% have an
increased cache change for short history window.

As mentioned before, smaller history windows lead to the par-
titioning of files into fewer but larger filecules. To quantify the
impact of the history window length, we compared the effects of
1-month and 6-month windows. Figure 13 shows the difference be-
tween byte hit rates obtained using Filecule LRU with 6-month his-
tory window and Filecule LRU with 1-month history window. Most
of the jobs (92%) have the same byte hit rates for both windows.
Interestingly, the filecules identified with 1-month window during
November 2003 predict data usage better than the filecules iden-
tified with 6-month window. This is perhaps due to an increased
activity (50% more jobs were submitted during that month than the
monthly average). The difference in percentage of cache change
per job between Filecule LRU with 6-month window and 1-month
window is below 2.6 (Figure 14).

To summarize, 1-month history issufficient for determining filecules
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Figure 12: Difference in percentage of cache change between
filecule LRU with 1-month Window and Filecule L RU with op-
timal filecules.
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Figure 15: Average Job Waiting Timefor Different Cache Sizes

with good accuracy. Given the time locality and the evolution of
file relationships, a diding window is likely to lead to more adap-
tive grouping of files into filecules. Better than fixing the history
window size to atime interval, a window size dictated by the job-
inter-arrival time or the transition rate of file popularity [20] may
lead to even better results.

4.3 Lesson 3: Thelmportance of Job
Reordering

Our experimental evaluations confirm that data-aware job re-
ordering has high performance impact in data-intensive large-area
collaborations. Data-aware job scheduling has been an active topic
of research in Grid computing. Our contribution in this respect is
two-fold:

1. By using real-world traces from a representative scientific
collaboration, our experimental results provide a valid data
point in the space of experimental work. The DZero traces
dictate parameters that influence job scheduling performance
such asjob duration times, data requirements, job inter-arrival
characteristics, and time locality.

2. Evaluations of job reordering with filecule prefetching. We
investigate the filecule prefetching technique coupled with
the job scheduling component from GRV and compare its
performance with that of a FCFS order. For this, we took
the trouble to implement previously proposed solutions to
better understand them and accurately compare them with
other approaches.

When using FCFS scheduling algorithm, jobs can be delayed
only due to lack of available space in the cache to load their data
files (we assume no contention on computational resources). For
this reason, the job waiting time when FCFSis used coupled with
LRU cache replacement policy is independent of data prefetching
(thus, File LRU and Filecule LRU will experience identical job de-
lays). In addition to delays due to space constraints, in GRV jobs
with lower request values have lower priority and thus are delayed
longer.

Figure 15 shows the average job waiting time for the various
algorithms for increasing cache sizes. File LRU and Filecule LRU
have the worse average waiting times due to the FCFS scheduling
order. As expected, queue freezing (marked as L RU-Bundle-1000
and GRV-1000 in the figure) increases the average job waiting time,
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since new jobs are delayed until all the jobsin the frozen queue are
scheduled.

A special discussion is necessary for the case of filecule-based
LRU with GRV job reordering, sincefileculesare dynamically iden-
tified based on the previous 1-month history. In order to quantify
reduction in data transfer and increase in byte hit rate when using
fileculesfor prefetching for LRU-GRV agorithm, we experimented
by simulating filecule identification at the end of each month. We
used filecules identified using jobs executed during one month for
prefetching data into the cache during the next month. We did this
experiment for all the jobs executed during the year 2003 and com-
pare them with the results obtained using the GRV algorithm.

Difference in byte hit rate
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Figure 17: Difference in byte hit rate of LRU-GRV with
fileculesand GRV

Figure 17 shows the difference over the one-year interval con-
sidered in byte hit rate between LRU-GRV with filecules and GRV.
It can be observed that there are more data points in the upper sec-
tion of the plot compared to the lower section. This means that
for more jobs the LRU-GRV with filecules provides higher byte hit
rates than GRV.

Figure 18 shows the difference in percentage of cache change
between LRU-GRV with filecules and GRV. The same behavior is
noticed: cache change for LRU-GRV with fileculesislessthan that
of GRV, which indicates |less data transfer. On average, for a cache
size of 25 TB, the LRU-GRV with filecules agorithm provides
about 6% increase in byte hit rate over GRV but with significantly
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Figure 18: Difference in percentage of cache change of LRU-
GRV with fileculesand GRV

lower costs (50%, or 12.5 TB of data) in terms of datatransfer. This
isasignificant result asit proves on real traces the advantage of the
old, unglamorous LRU agorithm applied to a rather intuitive file
grouping approach based on filecule identification.

5. RELATED WORK

Data replication techniques have been studied independently of
usage patterns in [31, 45]. Logistical Networks [11, 10] dea with
resource management across storage, computation, and data trans-
mission. While relevant to the work discussed here, logistical net-
workstake amoreinvasive approach by modifying (instead of build-
ing on) the existing infrastructure.

Data management in gridsisone of themainfoci for researchers
and users of grid computing: scheduling data-intensive jobs [42,
43, 44, 32] and scheduling data transfers [3, 13] have received sig-
nificant attention. iRODS [41] is a rule-based data management
system currently under investigation that allows data administra-
tors to specify management rules related to the preservation and
preprocessing of their data.

Workload characterization in scientific communities have not
yet been the focus of in-depth analysis and modeling because only
a few wide-area scientific collaborations and only recently have
ramped up production runs at significant scales. Results have been
published on resource characterization in terms of load [29] and
availability [30]. Synthetic workloads have been proposed in [28].

The need for a better understanding of workloads and a set of
realistic benchmarks has been presented in [22] in the context of
correctly evaluating solutions for decentralized systems.

Wor kload-awar e resour ce management has been traditionally
addressed at the system level in disk management [48, 49, 50,
15]. File grouping techniques have been investigated in the context
of mobile computing [33], caching in distributed file systems [6],
web proxies [46], disk access [18], and Microsoft Windows up-
dates [21]. Solutions that implement application-aware data man-
agement include LOCKSS[35] for library archives and the Google
File System [19] for Google data processing.

6. SUMMARY: LESSONS FROM USING
REAL-WORLD TRACES

Thisstudy presents a set of experimental results using real traces
from a large high-energy physics collaboration, the DZero Exper-
iment. Our analysis based on real workloads help us formulate
recommendations that are likely to have impact beyond the partic-
ular set of traces used or the science domain where they were pro-
duced. These recommendations are formulated for (1) modeling



workloads for data-intensive scientific collaborations; and (2) for
designing data-management techniques adapted to multi-file pro-
cessing.

6.1 Workload Modeling

Synthetic workloads are often generated for supporting experi-
mental efforts when appropriate or sufficient real-world workloads
are not available. We caution the community about two patterns
that have been identified in many systems but that are not found in
the DZero traces. We believe it is likely that we notice a behavior
that may appear in other application domains as well.

The first such pattern is the file size distribution. We noticed
multiple peaks, due to different types of data and the processes that
create them. Thisislikely to be the case in many other domains.

The second workload characteristic that contradicts traditional
models is the file popularity distribution. Our analysis shows that
files are more uniformly popular than in the Zipf distribution typi-
cally considered, which decreases the benefits of caching.

Another observation possibly useful to workload modeling isthe
strong time locality of the traces analyzed. This observation is
strongly related to the design and evaluation of data management
techniques.

6.2 Designing Data Management Algorithms
for Science Grids

Our experiments with real workloads on multi-file staging and
job reordering techniques confirm two common believes. First,
preserving time locality in grouping files has significant impact
on caching performance. Second, it demonstrates the significant
impact of combining job reordering with data placement in data-
intensive resource-sharing environments.

In addition, we proposed and evaluated anew combination of file
staging with job scheduling referred to as LRU-Bundle (Section 4).
We compared the performance of LRU-Bundle with LRU and GRV
cache replacement algorithms by simulating disk cache events us-
ing real traces from the DZero Experiment. Our experiments show
that LRU-Bundle provides better byte hit rates compared to File
LRU (4%-106%) and GRV (4%-8%), but most importantly, it re-
quires significantly less data transfer (30% to 56%) compared to
GRV. When filecules are used for prefetching, LRU-Bundle algo-
rithm further improves the byte hit rate and reduces the volume of
data moved.

Filecules can be a so applied to data replication, job scheduling,
resource selection, and data staging. By using filecules for data
replication, related data can be stored together at the same loca-
tion. This ensures faster data search and retrieval. Moreover, it can
guide job scheduling for selecting a computational resource close
to where the data needed by the job is stored.

The degree of correlation between filecules can be utilized for
data staging. A threshold of correlation can be used to determine
how far away two filecules should be stored. If the threshold of cor-
relation is met, the filecules are stored in nearby locations. Future
work includes such explorations.
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